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2 Introduction

Tokenization is a fundamental step in natural language processing.

This study presents the first systematic evaluation of tokenization methods for the Georgian language.



3 General Goal

We aim to compare different tokenization methods and vocabulary sizes for the Georgian language.

Additionally, we investigate the multilingual BERT’s tokenizer, which includes the Georgian language.



4 Methodology

1. First, we choose the different tokenization methods for comparison.
2. Secondly, we pre-train selected tokenizers for the Georgian language with different vocabulary sizes.
3. Next, we pre-train masked language models using each tokenizer we are supposed to compare.

4. Lastly, we evaluate the performance of all tokenizers on four downstream tasks.



5 Tokenization Categories

1. Word-Level tokenization takes all distinct words in the corpus as tokens.

This is| tokenizing .

2. Character/byte-Level tokenization takes all distinct characters/bytes in the corpus as tokens.
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3. Subword-Level tokenization takes the words, subwords, and characters as tokens.
It decomposes only the rear words into the meaningful subwords.

This is| token izing .



6 Subword Tokenization Methods

Byte-pair encoding (BPE) initializes with character tokens and then merges the most frequent token pairs.

e WordPiece is the same as BPE but has a different merge rule.

e Unigram initializes with numerous BPE tokens and then removes the least likely tokens based on their
probability contribution to the corpus.

e SentencePiece is a tool for processing raw input streams. Otherwise, It uses BPE or Unigram.
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7 Token-Free ByTs

This approach treats all distinct bytes in the corpus as tokens.

They have been shown to be competitive with their subword-level counterparts.



8 Masked Language Modeling (MLM)

Masks 15% of all words in a sentence and then predicts masked words.




9 Downstream Tasks

For Named Entity Recognition (NER), we
utilized the Wikiann (pan-x) multilingual
benchmark.

For Part-of-Speech Tagging (POS), we
employed the Universal Dependencies
dataset for Georgian.

For Toxicity Detection (TOXD), we used a
dataset provided by Lashkarashvili and
Tsintsadze (2022).

For Sentiment Analysis (SA), we used the first
publicly released annotated sentiment dataset
for Georgian (Stefanovitch et al., 2022b).

NER POS TOXD SA
Epochs 10 30 10 10
Max. length 512 512 512 512
Batch size 384 24 192 192
Learning rate 2e-5 2e-5 2e-5 2e-5
Train Size 90,000 2,400 8,000 2,500
Val. Size 90,000 300 1,000 850
Test Size 92,000 300 1,000 850


https://huggingface.co/datasets/wikiann
https://github.com/UniversalDependencies/UD_Georgian-GLC/blob/dev/README.md
https://www.sciencedirect.com/science/article/pii/S2667096822000064
https://www.sciencedirect.com/science/article/pii/S2667096822000064
https://aclanthology.org/2022.lrec-1.173/

10 Results

Our results show that:

e Larger vocabulary sizes for subword tokenizers generally lead to better performance across most tasks.
e Contrary to that, finer granularity is more effective for the toxicity detection task.
e All subword tokenizers consistently outperform the token-free method.

® Our scaled-down BERT is a new State-Of-The-Art model for the toxicity detection task.



11 Vocabulary Sizes

Impact of vocabulary size on the performance of four downstream tasks.
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13 SOTA for Toxicity Detection

These are the comparison results for our Toxicity Detection approaches with the
SOTA by Lashkarashvili and Tsintsadze (2022).

Accuracy AUC

SOTA CNN 0.888 == 0.007  0.942 £ 0.005
Ours (WP 8k) 0.944 +0.007 0.944 £ 0.007
Ours (mWP) 0.959 +0.009  0.959 £ 0.009


https://www.sciencedirect.com/science/article/pii/S2667096822000064
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